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Motivation

» Setup pre-training of GPT-like model on P2

 Find out training configuration that results in maximum tflops/gpu

Bring up of LLM Training on P2 | Ajay Navilarekal



|dea

» Only ainitial few steps — not upto convergence
« Explore different parallelization strategies
* Model sizes — 3.6b, 20b, 175b, 1t
» Bayesian Hyperparameter Optimization loop to maximize tflops/gpu
« Search space — training setup parameters
- PP
« TP
Micro-batch-size
Gradient-accumulation-steps
ZeRO-stage
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Code

Megatron-Deepspeed for LLM pre-training

Shell scripts to configure runs and submit them

HPO loop in python handled by DeepHyper library

Select a configuration - submit a slurm job - read the tflops
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Resources

3.6b — 1 node

20b — 2 nodes

175b — 24 nodes

1t — 96 nodes
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Results (so far)

« 20b — scaling from 2 nodes to 32 nodes

PP + TP — 49% weak scaling efficiency

« ZeRO3 + TP — 79% weak scaling efficiency
« 175b — scaling from 28 nodes to 56 nodes

« ZeRO3 + TP — 75% weak scaling efficiency
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Next Steps

(Re-)Implement the codebase using the latest software stack

Fix issues arising in scaling pipeline parallelism — ZeRO3 is not scalable

Run 1t parameter model

Profiling
* Energy
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Thank you!
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