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Agenda

• Brief overview of the AI Portfolio
• Hardware 

• Software

• Introduction to oneDNN

• AI Frameworks and Libraries
• PyTorch*

• vLLM*

• The Intel® Distribution of OpenVINO Toolkit

• Python* tools
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AI Software

Optimization & Inference

OpenVINO  toolkit

Intel® Neural Compressor

Intel AI Tools

Intel® Distribution for Python

Data Parallel 
Extension for 

NumPy*

Data  Parallel 
Control Library

NumPy SciPy

Data Analytics

Modin*

Machine Learning

Intel® Extension for Scikit-learn*

Intel® Optimization for XGBoost*

Deep Learning

PyTorch* Optimizations from Intel

TensorFlow* Optimizations from Intel

Leverage AI Accelerators

Intel® Gaudi® software

AI/ML Orchestration

Intel® Tiber® AI Studio
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Introduction to oneDNN
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oneDNN 2025.2*

Features:

• API: SYCL, OpenCL, C++, C

• Training: float32, bfloat16, fp8

• Inference: float32, bfloat16, float16, fp8, int8, int4, fp4

• MLPs, CNNs (1D, 2D and 3D), RNNs, Transformers, 
LLMs

Support matrix:

• Compilers: Intel, GCC, CLANG, MSVC, DPC++

• OS: Linux, Windows, macOS(1) (2)

• Runtimes: SYCL, OpenCL, OpenMP, TBB, Threadpool

• CPU:

o Intel: SSE4.1, AVX, AVX2, AVX-512, VNNI, AMX, AVX10.1, 
AVX10.2

o Arm(2): AArch64, Apple Silicon, SVE 128/256/512

• GPU:

o Intel: Xe-LP/LPG/HPG/HPC, Xe2-LPG/HPG, Xe3-LPG/XPC(2)

o NVIDIA(2): all supported by cuDNN/cuBLAS

o AMD(2) : all supported by MIOpen/rocBLAS

Category Functions

Graph API • Create, Finalize, Partition
• ~80 DL operations
• Optimized fused patterns (SDPA, ...)

Compute 
intensive 
operations

• Convolution/Deconvolution
• Inner Product
• Matmul
• RNN (LSTM, LSTMP, vanilla, GRU)

Memory 
bandwidth 
limited 
operations

• Batch Normalization
• Binary elementwise
• Concat
• Elementwise
• Layer Normalization
• Group Normalization
• Local Response Normalization
• Softmax
• Pooling
• PReLU
• Resampling
• Shuffle
• Sum
• Reduction

Data 
manipulation

• Reorder

7

(1) macOS does not have GPU support

(2) Available in open-source distribution only

* oneDNN 2025.2 in oneAPI corresponds to oneDNN open- 
source release v3.8
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Debugging and profiling tools for oneDNN
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OneDNN Verbose
Functionality Overview

• Built by default into oneDNN – enabled for 
various modes during runtime.

• Also provides a filter option which takes in 
a regex input and applies the verbose 
output to matching components:

CMake Option Supported Values Description

ONEDNN_VERBOSE ON, OFF Enables verbose mode

Environment Variable Value Description

ONEDNN_VERBOSE

none No message printed

error Error messages (default)

check Primitive creation parameter checking 
information

profile_create Primitive creation timings

profile_exec Primitive execution timings

profile Primitive creation tracing 
(params+timings)

dispatch Primitive dispatching information

all Enables all above flags but none

debuginfo=<level
>

Enables internal debug printing

ONEDNN_VERBOSE_
TIMESTAMP

0 Display timestamps disabled  (default) 

1 Display timestamps enabled

Build-Time Controls:

Run-Time Controls:

• Verbose mode can also be managed at runtime 
using the dnnl_set_verbose() function - this takes 
precedence over the environment variable.

• Parsing scripts are also provided as a part of 
oneDNN to process the verbose outputs for 
different  use cases.
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oneDNN Debugging Tools

• Performance Regression -> Extract, analyze and compare oneDNN verbose logs

• Use profile_utils.py to parse oneDNN verbose logs and generate a breakdown of execution times for each 
primitive & kernel

• Use the verbose_converter.py to parse a oneDNN verbose log and extract useful information for performance 
profiling

• BenchDNN -> a tool for robust correctness verification and performance benchmarking tool 
for the primitives provided by oneDNN

• More information on how to use benchdnn: https://github.com/oneapi-
src/oneDNN/blob/main/tests/benchdnn/README.md 

https://github.com/oneapi-src/oneAPI-samples/blob/master/Libraries/oneDNN/tutorials/profiling/profile_utils.py
https://github.com/oneapi-src/oneDNN/tree/main/scripts/verbose_converter
https://github.com/oneapi-src/oneDNN/blob/main/tests/benchdnn/README.md
https://github.com/oneapi-src/oneDNN/blob/main/tests/benchdnn/README.md
https://github.com/oneapi-src/oneDNN/blob/main/tests/benchdnn/README.md
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Profile Your oneDNN Performance 
with oneDNN verbose

Extract oneDNN 
verbose log from 
the  framework

export ONEDNN_VERBOSE=1
export ONEDNN_VERBOSE_TIMESTAMP=1

Parse the verbose 
log to generate 
benchdnn inputs

Run benchdnn to 
benchmark the 
performance
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AI Frameworks and Libraries
PyTorch* Overview
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PyTorch
Getting Started on Intel GPUs

• You can find more details on hardware and software prerequisites here: 

https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html

• Installation

• For release wheels

 pip3 install torch torchvision torchaudio --index-url https://download.pytorch.org/whl/xpu

• For nightly wheels

 pip3 install --pre torch torchvision torchaudio --index-url https://download.pytorch.org/whl/nightly/xpu

• Both eager mode and torch.compile is supported.

• Check availability for Intel GPU

import torch

print(torch.xpu.is_available())  # torch.xpu is the API for Intel GPU support

https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html
https://download.pytorch.org/whl/nightly/xpu
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Getting Started on Intel GPUs
Minimum Code Change

# CUDA CODE

tensor = torch.tensor([1.0, 2.0]).to("cuda")

# CODE for Intel GPU

tensor = torch.tensor([1.0, 2.0]).to("xpu")
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Inference with FP32

import torch

import torchvision.models as models

model = models.resnet50(weights="ResNet50_Weights.DEFAULT")

model.eval()

data = torch.rand(1, 3, 224, 224)

model = model.to("xpu")

data = data.to("xpu")

with torch.no_grad():

  model(data)

print("Execution finished")
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Inference with AMP

import torch

import torchvision.models as models

model = models.resnet50(weights="ResNet50_Weights.DEFAULT")

model.eval()

data = torch.rand(1, 3, 224, 224)

model = model.to("xpu")

data = data.to("xpu")

with torch.no_grad():

  d = torch.rand(1, 3, 224, 224)

  d = d.to("xpu")

  # set dtype=torch.bfloat16 for BF16

  with torch.autocast(device_type="xpu", dtype=torch.float16, enabled=True):

    model(data)

print("Execution finished")
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Training examples
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#training-examples

• Train with FP32 
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-fp32 

• Train with AMP 
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-amp 

• Train with torch.compile
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-torch-compile 

https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#training-examples
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#training-examples
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#training-examples
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-fp32
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-fp32
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-fp32
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-fp32
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-fp32
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-amp
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-amp
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-amp
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-amp
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-amp
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-torch-compile
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-torch-compile
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-torch-compile
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-torch-compile
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-torch-compile
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-torch-compile
https://docs.pytorch.org/docs/stable/notes/get_start_xpu.html#train-with-torch-compile
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Multi node configuration
1. Install miniforge

2. Create an environment with PyTorch 2.9 XPU (Release Day: 15/10) or nightly XPU version for the latest updates

3. Create your job script (e.g. script.sh)
 --ntasks-per-node=8
export FI_PROVIDER=psm3
export ZE_FLAT_DEVICE_HIERARCHY=FLAT
srun python training.py

4. Create the Python script with the inference training/workload (e.g. training.py)
Get distributed info from SLURM    
rank = int(os.environ.get("SLURM_PROCID", 0))    
world_size = int(os.environ.get("SLURM_NTASKS", 1))    
local_rank = int(os.environ.get("SLURM_LOCALID", 0))        

Initialize distributed training with file-based rendezvous    
current_dir = os.getcwd()    
job_id = os.environ.get("SLURM_JOB_ID", "0")    
init_file = os.path.join(current_dir, f"torch_rdzv_{job_id}_{world_size}")
dist.init_process_group(        

backend="xccl",        
 init_method=f"file://{init_file}",        
 world_size=world_size,        
 rank=rank    
)
        
Set device    
device = torch.device(f"xpu:{local_rank}")    
torch.xpu.set_device(device)

5. Run the job 

$ sbatch –nodes=2 script.sh
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vLLM
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Intel GPU requirements

• Python: 3.12

• Intel Extension for PyTorch

• Intel oneAPI 2025.1 or later

• Build instructions: 
https://docs.vllm.ai/en/stable/getting_started/installation/gpu.h
tml 

https://docs.vllm.ai/en/stable/getting_started/installation/gpu.html
https://docs.vllm.ai/en/stable/getting_started/installation/gpu.html
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Intel® Distribution of OpenVINO  Toolkit
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Intel® Distribution of OpenVINO  Toolkit
Open-source software toolkit for optimizing and deploying deep learning models

• Inference Optimization: Boost deep learning performance in computer vision, automatic 
speech recognition, generative AI, natural language processing with large and small 
language models, and many other common tasks.

• Flexible Model Support: Use models trained with popular frameworks such as PyTorch, 
TensorFlow, ONNX, Keras, PaddlePaddle, and JAX/Flax. Directly integrate models built 
with transformers and diffusers from the Hugging Face Hub using Optimum Intel. Convert 
and deploy models without original frameworks.

• Broad Platform Compatibility: Reduce resource demands and efficiently deploy on a range 
of platforms from edge to cloud. OpenVINO  supports inference on CPU (x86, ARM), 
GPU (Intel integrated & discrete GPU) and AI accelerators (Intel NPU). More details on 
system requirements: https://docs.openvino.ai/2025/about-openvino/release-notes-
openvino/system-requirements.html 

https://docs.openvino.ai/2025/about-openvino/release-notes-openvino/system-requirements.html
https://docs.openvino.ai/2025/about-openvino/release-notes-openvino/system-requirements.html
https://docs.openvino.ai/2025/about-openvino/release-notes-openvino/system-requirements.html
https://docs.openvino.ai/2025/about-openvino/release-notes-openvino/system-requirements.html
https://docs.openvino.ai/2025/about-openvino/release-notes-openvino/system-requirements.html
https://docs.openvino.ai/2025/about-openvino/release-notes-openvino/system-requirements.html
https://docs.openvino.ai/2025/about-openvino/release-notes-openvino/system-requirements.html
https://docs.openvino.ai/2025/about-openvino/release-notes-openvino/system-requirements.html
https://docs.openvino.ai/2025/about-openvino/release-notes-openvino/system-requirements.html
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Intel® Distribution of OpenVINO  Toolkit

OpenVINO  Notebooks
A collection of ready-to-run Jupyter notebooks for learning and 
experimenting with the OpenVINO  Toolkit.

https://openvinotoolkit.github.io/openvino_notebooks/

Performance
Explore OpenVINO Performance Benchmarks to discover the optimal 
hardware configurations and plan your AI deployment based on verified 
data.

https://openvinotoolkit.github.io/openvino_notebooks/
https://docs.openvino.ai/2025/about-openvino/performance-benchmarks.html
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Python Tools
Data Parallel Numpy, Data Parallel Control Library
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Intel® Distribution for Python
CPU & GPU Acceleration for Numeric and 
Scientific Compute

Achieve drop-in, near-native code performance on CPU and 
GPU for numeric compute, powered by oneAPI

Data Parallel Extensions for Python

▪ Standards-based acceleration for Intel CPUs and GPUs 
without using low-level proprietary programming APIs

▪ Develop using NumPy for Intel CPUs and GPUs with the 
Data Parallel Extension for NumPy package

▪ Acceleration of core numerical and machine learning 
packages 

▪ Take advantage of all available CPU cores on laptops, 
desktops,  and powerful servers with support for the latest 
instructions

▪ Productivity tools for compiling Python code into 
optimized instructions

▪ Essential Python bindings for easing integration of Intel 
native tools with your Python project

Data Processing & Modeling Python Interpreter & Compilers

Intel® Distribution for Python

Optimized NumPy & SciPy Python Interpreter

Data Parallel Extension for 
NumPy

Numba & Cython

oneMKL Interfaces

Advanced Programming 
Packages

Development Packages & 
Runtimes

Data Parallel Control Library
dal, ipp, mkl, tbb, mpi, openMP, 

openCL 

tbb4py & mpi4py icc-rt, fortran-rt, dpcpp-rt

Learn More & Download

https://www.intel.com/content/www/us/en/developer/tools/oneapi/distribution-for-python.html
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Overview
Data Parallel Control Library

• Python interface to SYCL runtime & compiler stack (DPC++ / LLVM)

• Bridges Python applications with device-aware compute

Key responsibilities:

• Enables integration with external SYCL/C++ libraries e.g., oneMKL (part of Intel’s oneMath stack): FFT, matrix multiply, etc.)

• Device discovery and selection (CPU, GPU, FPGA)

• Memory allocation across host/device and lifetime management

• Provides Python-level access to SYCL device functionality: queue management, memory allocation, and device information — enabling integration with compiled 
SYCL libraries and kernels.

• Includes dpctl.tensor: a Pythonic array API for SYCL-backed computation

• Supports elementwise math, reductions, sorting, and more — aligned with Python Array API (excluding linalg & FFT)

Integration Points:

• External SYCL libraries (e.g., oneMKL/oneMath)

• Standards: DLpack, Python Array API

Use case scenario:

• Scientific users writing SYCL in C++ and orchestrating from Python 

• DPCTL as a bridge to connect Python to their own C++ SYCL code

• Python script uses DPCTL to allocate memory and create a SYCL queue, then passes those objects to a compiled SYCL/C++ shared library for compute execution.

• Argonne use case: integrating Python orchestration layer into SYCL simulation stack

DPCTL (Python-SYCL bindings layer)

DPC++/SYCL Runtime (LLVM based)

HW level (GPU/CPU)

Python Code



29

Data Parallel Extension for NumPy*

• Drop-in NumPy replacement with SYCL offload for Intel GPU/CPU acceleration (potentially can be extended)

• High-level array operations mapped to SYCL

• Key Responsibilities:

•  Enabling array-level data parallelism on CPU/GPU

• Array creation, manipulation, and math operations

• Dispatch to optimized SYCL kernels (runtime-generated + precompiled kernels)

• Backend routing to oneMKL where possible

• Integration Points:

• oneMKL: FFT, Linear Algebra, Random sampling, etc.

• Standards: Python Array API, DLpack

• User Scenarios:

• Developers migrating from NumPy or CuPy to SYCL-compatible array computing

• Minimal changes for existing pipelines

• Financial modeling, simulation, healthcare analytics

• Argonne pilot project: evaluating DPNP for internal compute stack

• Comparing to CuPy:

• CuPy targets only NVIDIA HW through the CUDA backend

• DPNP is SYCL-native and cross-platform, optimized for Intel HW

• Comparing to NumPy:

• NumPy runs only on CPU and cannot offload computation to accelerators (e.g., GPUs)DPNP enables offload to SYCL-compatible 

devices (GPU/CPU) and provides better performance on large-scale data

• DPNP allows many existing NumPy-based workflows to be adapted to SYCL with minimal code changes — often by replacing NumPy 

imports with DPNP and adjusting unsupported features

Overview

Python Code

DPNP (NumPy-like API, drop-in 
replacement)

DPCTL (Python-SYCL bindings layer)

DPC++/SYCL Runtime (LLVM based)

HW level (GPU/CPU)
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Architecture highlights

DPCTL:

• Exposes sycl::queue, sycl::device, and memory interfaces to Python

• Enables SYCL interop from Python

• Foundation for DPNP and other higher-level packages

• Enables zero-copy SYCL memory access

DPNP:

• Implements NumPy-like API using SYCL kernels

• Modular kernel backend (precompiled + JIT)

• Uses DPCTL for memory and device abstraction

• Integrates with oneMKL where applicable

User Code DPNP API Kernel Selector Sycl DeviceDPCTL Queue/Memory

Flow Diagram:
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